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 Abstract 

The adaptation of information for providing 

personalized content is the logical next step in 

the evolution of information management 

capabilities; however, this requires significant 

time and manpower costs, when utilizing 

extensive modeling solutions. Our approach 

provides such capabilities with lower overhead 

by focusing on behavior modeling and 

transactional pattern matching, resulting in a 

system which models the reality of consumer 

behavior without enforcing rigid constraints 

onto dynamic data and role domains. 

Accomplishing intelligent and agile queries with 

content-based pattern matching is easier within 

C2 domains because more metadata exists about 

the consumers and producers of information, 

including identity, role, mission type, and 

additional markers. Utilizing these metadata 

attributes to track information system 

transactions can support real-time content 

adaptation to information consumers by 

measuring trust and metadata-based 

information hotspots. These customized data 

services enable behavior monitoring and content 

adaptation via low-cost, reality-based solutions, 

rather than high-cost, prescribed, model-based 

solutions. 
 

1.0 INTRODUCTION 

 Modern systems that manage 

information perform an increasingly expansive 

catalog of operations, with increasing 

complexity, and with more breadth and depth of 

feature expectations. The desired gains in 

capability from these efforts include more in 

depth data analysis, business processing 

autonomy, command and control flexibility, 

provenance traceability, trusted operations 

support, and performance optimization. The 

process that generally occurs to enact these 

technological capabilities involve in depth 

modeling, use case analysis, and testing 

verification and validation. Environmental and 

domain factors provide key obstacles in 

blockading progress towards these capabilities. 

Modeling general purpose systems can easily 

result in overly course-grained or simplistic 

applications. Alternatively, modeling domain-

specific systems can just as easily result in 

complex entity, relationship, and rule-logic de-

confliction. The purpose of both systems can 

simply be stated as an enhanced feature-set for 

personalized data dissemination, analysis, and 

retrieval. This effort is an attempt to increase the 

capabilities for information management 

personalization, while decreasing the individual, 

management, modeling, or technological cost.  

 Trust is a generally intangible, yet 

critical, metric within an information system. 

Determining trust has historically been limited 

to validating a user’s role, identity, or a set of 

attributes associated with the authenticated user, 

but real, measured forms of trust are definable, 

tangible, and measurable. These can be based 

upon the interactional and query history of the 

user, so long as the information system contains 

the infrastructure and tools to do so. This 

research seeks to address a subset of trust by 

supporting the modeling and probabilistic 

analytics that would flag intrusional information 

queries. This capability provides critical 

potential towards autonomously determining 

whether information should be excluded from an 

information result set, based upon its sensitivity 

and interest analytics. 

 Analytics provide both exclusionary and 

inclusionary power to query execution. Beyond 

trust based upon user-system interactions, this 

research seeks to enable highly autonomous 

search optimizations by disseminating more 

relevant information to interested consumers. 

Traditionally, overhead costs of the burdensome 

domain modeling have necessitated a limited set 

of capabilities, but our research avoids this by 
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performing autonomous analytics on dynamic, 

non-prescriptive system interactions and query 

result sets. While this allows queries to alter 

from a pre-defined domain-based set of 

operations, it also eliminates extensive modeling 

and domain ontology costs. 

 The personalization of information can 

be a complex endeavor that requires some 

foundational exploratory concepts and 

technology domains explained. Section 2 covers 

the background and foundational concepts of the 

modeling, design process, and capability 

requirements of the research. Section 3 covers 

the technology implementations, the 

personalization design, and the query and 

publication processes. Section 4 describes the 

experiment procedures and testing validation. 

Section 5 summarizes and concludes the 

research impacts. 

 
2.0 BACKGROUND 

 The essence of information 

personalization is to enable the pairing of 

predictive analytics and adaptive content 

capabilities. Accomplishing this within an 

Information Management Systems requires 

following a roadmap consisting of a smaller 

subset of foundational capabilities (Figure 1). 

This section covers the definition and 

implementation of these capabilities. 

 Direct Qualification (Ref!!!!) research, a 

novel approach to analytics-based semantic 

modeling, produced critical features for this 

work, including: ontological relationships and 

entities for analytics and relevancy, state-

transition support for semantic relationships, 

mission execution support, and metadata 

infrastructure for information types, formats, 

roles, identities, time, and geography. The 

primary objective of this previous research was 

to support the semantic modeling and execution 

of analytics upon information within the mission 

domain. We seek to build on this research by 

extending these models to support the 

introspection of behaviors and interactions 

between consumers and the IM System, and 

thereby measure and validate the effectiveness 

of the behavioral analytic models themselves. 

 Data can be looked at from multiple 

domain-agnostic viewpoints, although each 

possesses intrinsic advantages and 

disadvantages. For example, the internet can be 

viewed as a series of interconnected documents, 

or, if all content were to be extracted, could be 

viewed as a set of interconnected facts, social 

networks, people, geo-locations, media, and 

applications. While these views are not mutually 

exclusive, applications are generally oriented 

towards a single paradigm. C2 environments 

share a great deal of similarities with these 

paradigms, even if obscured by segmented tiers 

of access control, middleware management 

tools, multiple security configurations, and 

mixed levels of resources for enterprise and edge 

domains. From either perspective of the data, the 

environment can be simplified to the 

information management of archived 

documents, document publications, and content 

knowledge. 

 By embracing a data perspective that 

combines relationships for unstructured 

knowledge representation with structured, 

Figure 1 - Adaptive Content and Personalization 
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document-centric relationships, the process of 

determining, modeling, and expressing 

relevance with semantic technologies can be 

performed. Our approach seeks to solve a 

combination of challenges within Information 

Management (IM), Semantic Information 

Modeling, Data to Information (D2I), and 

Quality of Service (QoS) Enabled Dissemination 

(QED). 

 The primary steps for enabling Direct 

Qualification are: 

1. Support persistence for raw documents and 

semantic quad-based relationships, ideally by 

using the semantic URI of the document's 

named graph as the unique key for the raw 

document retrieval. 

2. Strictly enforce the separation of the semantic 

models for class instances from the events 

affecting their state relationships.   

3. Support graph-based processing of analytics 

over semantic edges and vertices. 

4. Support event-based relevance scoring 

triggers, such as SPARQL queries, XPath 

queries, semantic reasoning, or keyword 

searches of raw text. 

5. Determine the appropriate Direct 

Qualification Model based upon tests for 

occurrence, continuance, and the monotonicity 

of the entities involved in the applied analytic. 

6. Express the relevancy scoring of documents 

through the pairing of a provenance ontology 

with a relevancy ontology. 

7. Persist the DQ results within the quad-store. 

 The implementation of these steps 

provides foundational capabilities for semantic 

representation of analytic scoring and 

provenance. The determination of what models 

of DQ to use are found by referencing the DQ 

Decision Matrix (Figure 2). A simplistic, 

generalized form of an analytic result 

represented semantically is illustrated in Figure 

3, while an example of a more complex, 

concrete model is found in Figure 4.  
Successfully managing analytics-based 

semantic relationships and their provenance 

enables determinations of document importance 

and priority, furthering capabilities for machine-

based relevancy scoring operations. Semantic 

technologies are well suited for modeling 

explicit and fully qualified relationships but 

struggle with modeling relationships that are 

qualified in nature, or resultant from applied 

analytics. 

 Provenance for semantically represented 

documents provides support for attribution of 

authorship, change tracking, sourcing, and any 

other transform related to an entity, activity, or 

agent involved with the document. Our research 

uses the Prov-O[REF] Ontology and direct 

qualification of semantic relevancy scores to 

manage these relationships.  
Figure 2 - DQ Decision Matrix 

Figure 4 - PageRank Direct Qualification 

Figure 3 - Basic Model of Direct Qualification 
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 Semantic provenance for documents 

supports a slightly different subset of features 

than semantic provenance for non-document-

centric relationships. Non-document-centric 

relationships lack the context of sourcing unless 

explicitly and independently associated via 

provenance relationships. The consequent 

semantically expressed relationships lack 

traceability.  

 Semantic provenance for documents is 

handled less explicitly by using the unique 

document URI as the named graph, or quads, for 

all relationships extracted from the document. 

This traceability is important because without 

introspection into referential sourcing there is a 

limited measure of trust in data content.  For 

non-deterministic relationships, the implications 

of using semantics grow even more complex. 

Many probabilistic analytics improve reliability 

and trust when trends of an increasing or 

decreasing score are tracked over time. 

 Types of relationships are also important 

to consider. Some attributes of an asset may be 

occurrent (e.g. name, identity, asset type, etc.), 

while others are continuant (e.g. fuel level, 

latitude, longitude, role, etc.). Semantics, even 

when using instances of an entity, treat all 

relationships as occurrent, although there is 

allowance for limiting their cardinality. OWL, 

SPARQL, and most ontologies do not have a 

built in mechanism to support the distinction 

between occurrent and continuant relationships. 

In order to retrieve changes of state for a data or 

object attribute of an instance, that attribute  

must be explicitly defined within an ontology or 

an additional, customized layer of abstraction.  

Isomorphism is the formal mapping 

between complex structures where two 

structures possess equal parts. This formal 

mapping is a fundamental mathematical premise 

derived from the Greek words Isos (“equal”) and 

morphe (“shape”). Identifying isomorphic 

structures can be an analytical tool that gains 

deeper knowledge of complex objects, including 

complex relationships, machine learning 

patterns, and trust-based role dependencies. This 

is because this mapping aids biological, 

mathematical, associative indexing, or logical 

studies where the structural mapping of complex 

sub-graphs are used to understand equally 

related objects. We apply isomorphic mapping 

by performing dimensional information 

chaining, represented semantically, within the 

set of mission-domain data, actions, and events. 

Isomorphic mapping is applied to gain 

advanced knowledge of event behaviors. 

Finding isomorphism between event occurrences 

opens up a wealth of knowledge that can be 

shared and analyzed. Isomorphism as a concept 

also includes the equality of behavior between 

two attribution-capable objects. Isomorphic 

pattern-matched events behave similarly when 

the same set of input and event elements are 

present. Discovering these matches create a 

synergetic understanding of intrinsic behavior of 

the events and determines the appropriate flow 

Figure 5 - Personalization Process Implementation 

Figure 6 - Dimensional Isomorphism Mapping 
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of knowledge between two critical systems of 

knowledge.  

In Command and Control Systems, 

determining isomorphic matches dynamically 

between information and status events can be 

critical because it can map the reality of events 

and their corresponding information 

sources/sinks. This reduces the requirements for 

rigid and rigorous modeling, particularly costly 

in extensive, 

voluminous, or 

complex domains. 

Essentially, 

mapping a limited 

window of reality 

may produce more 

effective solution 

models for 

information needs 

that a pure and 

perfectly modeled 

domain that has 

not been optimized 

based upon 

dynamic, chaotic, 

and reality-based 

mission situations. 

3.0 TECHNOLOGY, DESIGN, AND 

PROCESSES 

 Semantic isomorphic pattern matching 

upon the metadata (role, identity, type, format, 

geography, mission type, etc.) occurs after 

publication into the Phoenix Prime middleware 

and semantic modeling of the publication 

content (See Figure 7). Direct Qualification is 

the component that supports analytic provenance 

and the representation of the analytic scoring 

results. To score potential semantic isomorphic 

patterns between document publications, 

WordNet was utilized. The resulting scores, 

dimensional information centroids (Scored by 

WordNet’s k-means capability), and analytic 

provenance enable trend-based queries for 

personalized information queries, either 

according to identities, or to group membership 

among the scored dimensions, such as roles, 

identities, or specific missions. 

DQ and a relevancy ontology must 

support complex and diverse analytics modeling. 

Some analytics result in outputs with 

probabilistic relational implications, while others 

result in boolean results. Some analytics can be 

aggregated into a normalized set, while others 

must be evaluated individually. Some are 

idempotent, always resulting in the same value, 

regardless of whether they were executed 

successively. A stochastic analytic results in a 

non-deterministic value for the state of a 

relationship. For example, calculating the VSM 

similarity of two documents may result in a 

particular keyword being correlated by a value 

of 5.6.  Is this important or relevant? It lacks 

much value unless normalized or racked against 

a threshold acting as a heuristic determination.  

          DQ required the construction of 

supporting infrastructure, including a quad-store, 

a raw document storage DB, and a graph-based 

analytics framework. In our experiments we 

utilized both Parliament and Virtuoso as quad-

stores (wrapping the Jena graph interface), flat 

files for raw document storage (referenced by a 

key-value pair hashmap), and Jung for graph-

based analytics. Each document is viewed 

concurrently as an independent publication and a 

semantic named graph, while the query results 

are autonomously mapped from a semantic 

graph result set to a traditional Vertices/Edge 

graph tailored for analytics scoring. 

           Following the establishment of the 

infrastructure, appropriate semantic models for 

object instances need to be adopted, which 

Figure 7 - Process Orchestration 

Figure 8 - Query and Publication Processes 
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supports semantic distinctions from assets and 

their state, as well as provides state traceability 

queries. Some semantic models adopt a 

constantly "present" based view that updates the 

instance of the mission, target, person, etc. with 

relationships reflecting any changes in its state. 

This is unwise because the state change's value 

can never be considered truly distinct from its 

identity URI. Specialization qualifications 

within the Prov-O ontology reduce relationship 

duplication while creating the capabilities for 

more advanced analytics. Jung, an open-source 

graph-based analytics framework, was extended 

to enable its built in analytics over semantic 

graphs represented using the Jena framework 

interfaces.  

 Occurrent relationships present the 

simplest opportunity to apply DQ. They are 

relatively simple to model, will never require 

adjustment, and have a common form of 

expression regardless of the type of analytic 

being applied.  The relationships added to the 

relevancy ontology include: kmeansScore, 

isCentroid, hasDomainMembership, isReleventTo, 

isIsomorphicTo, and isExcludedFromDomain.The 

entities added include: KMeans, Centroid, Domain, 

RoleDomain, MissionDomain, FormatDomain, 

GeographyDomain, TypeDomain, IdentityDomain, 

Pattern, and IsomorphicPattern. 
 

5.0 EXPERIMENT SETUP 
 The mission-based test scenario 

consisted of 230 messages published over a 

period of 10 minutes. The message types 

included USMTF formatted ATOs, Intel 

Reports, Battle Damage Assessments, Close Air 

Support Requests, F15, Predator, and MRAP 

CoT Blue Force Tracking messages, and JTAC 

Red Force Tracking status observations. The 

semantic relationships created were produced by 

means of the extraction framework we created in 

our previous ICCRTS research (Bryant, 2014), 

with added support for GeoSPARQL location 

extractions. 

 Simulated mission data is published and 

semantically expressed via a set of 

indexers/extractors. The results of semantic 

processing is an semantic document represented 

via RDF/OWL relating internal values for 

details involving times, locations, missions, 

targets, points of contact, etc. An example for a 

Blue Force Tracking extraction is represented in 

Figure 5.  

 Ontology support includes common 

solutions for time, geospatial (GeoSPARQL), 

common elements (U-Core SL), and custom 

ontologies for mission planning, information 

management, and relevancy. Format and XML 

type determination is performed in a pre-

processing stage prior to semantic extraction, if 

applicable. The Aperture open source project 

was adopted to provide the majority of the 

format and type determination solution, although 

customization for DoD formats was required. 

After stages for pre-processing, format 

determination, type determination, and semantic 

extraction completes, the execution of the 

analytics, DQ, and isomorphic pattern matching 

are executed as part of the query process. 

 The results of the experiment include 

semantically represented cross-dimensional 

domain membership of all published data, 

according to the determined applicable 

information domains, and the centroid k-means 

scores of each information and identity-based 

data dimension. This enables the determination 

of domain-based relevancy measures, and in 

particular, identity-specific information 

relevancy measures.  

 

6.0 CONCLUSION 

 Determining relational overlap between 

information, and utilizing those relations to 

score information of potential interest according 

to a centrality score, can enable powerful 

information capabilities, including enhanced 

machine learning, system awareness of 

information or user trust, and higher level 

artificial intelligence capabilities that build upon 

a deeper “brain” of semantic knowledge, 

because making decisions is easier the more 

relevant knowledge is available. 
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